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Preface

This is the third volume in a sequence. Industrial Agentic Engineering with NeqSim explains the
physics engine, agents, skills and reproducible studies. Agentic Engineering for Oil and Gas Fa-
cility Operations connects engineering evidence, tools and specialists in a facility workflow. This
volume follows a task after its first answer: it gives the task a goal, keeps its evidence current, re-
opens it when conditions change, and turns gaps found in use into tested improvements to NeqSim.
The examples use invented facilities and synthetic measurements. Most diagrams are conceptual il-
lustrations. Chapter 9 separately identifies its executed NeqSim calculations, connection diagram,
synthetic replay and credited equipment photograph. A public example demonstrates a software
contract; engineering use still requires an appropriate fluid, model, operating basis, constraints
and independent review.
Two loops carry the argument. A living engineering task revisits the goal as measurements, as-
sumptions and models change. A software improvement campaign revisits a reproducible gap
through issues, tests, review and a new version. They can inform each other, but each has its own
evidence and acceptance criteria. The public reference case gives a small place to start. Chapter
9 extends it with an executed three-train NeqSim study and a synthetic live replay of changing
suction pressure and available electrical power.
Implementation snapshot. The preceding edition recorded a check of the public NeqSim default
branch on 27 September 2026. This revision retains that source-based guide, rechecks the task
CLI interface, and adds separately executed NeqSim 3.20.0 calculations in Chapter 9. A source
checkout canmove faster than a packaged release. Run neqsim --help and inspect the linked current
guide before using a command in another version. The book distinguishes implemented public
features, optional integrations and recommended campaign patterns.
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Chapter 1

From an answer to a living task

The first answer to an engineering question is a snapshot. It has a date, evidence, assumptions,
model version and reviewer. New measurements arrive; equipment ages; a document is revised; a
numerical model changes. An answer that was well supported onMonday need not remain the best
answer on Friday. Continuous agentic engineering is the practice of retaining the question and
the evidence chain so the work can be repeated and improved when something material changes.
The task is the durable unit of work. It contains the original brief, objective, constraints, model,
inputs, observed KPIs, baseline, individual cycles, review decisions and software provenance. An
agent can prepare and investigate a change. NeqSim computes the physical predictions. A deter-
ministic runner manages repetition and state. The engineer decides whether an action is appro-
priate and whether a new result should become the accepted baseline.

Figure 1.1: Conceptual view of a living model. Repeated observations prompt comparison with the physical
process; the drawing represents no particular facility.
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Continuous Agentic Engineering with NeqSim CHAPTER 1. FROM AN ANSWER TO A LIVING TASK

Figure 1.2: The trilogy’s progression. The third volume preserves the first two volumes’ calculation and
evidence contracts while adding time, goals and feedback.

1.1 Two loops with different clocks
The solve loop tries candidate actions until it reaches a validated target, gains become marginal,
an attainable bound rules out the target, a person must decide, or the work budget is exhausted.
The monitor loop runs periodically or on fresh evidence. It checks source health, recomputes
KPIs, compares against a promoted baseline and raises triggers. When a goal regresses or new
evidence changes the question, monitoring reopens solving.
The loops must not be confused. A scheduled monitoring cycle is not a request to change a plant
every day. A solver’s best candidate is not an operating instruction. A model calibration can reduce
a residual without increasing physical production. Each has a different outcome and acceptance
test.
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Figure 1.3: A living task has a fast bounded solve loop and a slower monitoring loop. Promotion crosses a
human review boundary.

1.2 The goal contract
“Improve compression” is a useful motivation but an incomplete goal. A checkable objective states
ametric, direction, unit, target, confidence requirement and comparison basis. Constraints protect
the feasible operating region. A bounded search needs a budget and honest stop states. For
example: “Reduce modeled compression power by at least 2.0% relative to the accepted baseline
while maintaining discharge pressure and a suction temperature above 22 °C; verify the result
under a specified gas composition and uncertainty range.” The number and temperature here are
teaching assumptions.
The goal is initially drafted from a Word or Markdown brief. It is confirmed by a named reviewer
before task-solve operates on it. The metric must be produced by a stage script; a target written in
a document does not become a measurement by being parsed. The brief hash helps detect a later
change in intent.
For a process problem, write the objective as 𝐽(𝑥; 𝑑, 𝑚), where 𝑥 contains the decisions, 𝑑 the
measured or assumed boundary conditions, and 𝑚 the model and its version. A feasible candidate
belongs to a set ℱ(𝑑, 𝑚) defined by equipment limits, process constraints and the model’s applica-
ble range. These symbols make an often hidden distinction explicit: a changed 𝐽 can be caused by
a new action 𝑥, new evidence 𝑑, or changed software and parameters 𝑚. A campaign that cannot
identify which of these changed cannot attribute the gain.
The objective also needs a reference. “Power reduction” might mean relative to the first model
run, yesterday’s measured power, or a controlled baseline at matched throughput. Each answers a
different question. For the synthetic station in this book, a model comparison at matched pressure
ratio is 100(𝑃0 − 𝑃𝑥)/𝑃0 percent, with both powers calculated from the same composition and
flow basis. A measured post-implementation saving would require a separate normalization of
operating conditions and an observation period. Keeping the two statements distinct is essential
to scientific reporting.
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Chapter 2

The architecture and its boundaries

A living task adds continuous/ to the existing study folder. The Python runner records cycles, han-
dles sources and stop rules, and creates the living report. Task specific stage functions connect
evidence to NeqSim models. Java ProcessAutomation gives a stable interface to process variables
and trial evaluation. Java classes under neqsim.process.operations.continuous provide a model-side
improvement cycle, drift monitor and baseline comparator. An agent can investigate triggers
through the public continuous-improvement role and its skill. Other adapters can be installed as sep-
arate Python packages.
Four improvements may arise from the same task: an operational opportunity, a better model or
calibration, a repaired data source, and a change to the software or agent instructions. Record
them separately. Operational value is judged against actual outcomes and constraints; model qual-
ity against withheld observations; data quality against source provenance; software quality against
regression tests and compatibility. Conflating these measures allows a polished report to hide a
worsening physical result.

Figure 2.1: The runner controls time and records; the model computes; the agent handles exceptions; the
reviewer controls acceptance.

2.1 What is implemented and what is a pattern
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Continuous Agentic Engineering with NeqSim CHAPTER 2. THE ARCHITECTURE AND ITS BOUNDARIES

Layer Current public implementation Boundary
Task CLI task-living, task-cycle,

task-solve, task-backtest,
task-schedule, task-promote,
task-ledger, task-status,
task-report, task-reference-case

Use the current checkout;
availability in released
packages may differ.

Python runner devtools/neqsim_continuous/,
including plans, sources,
watermarks, ledger, state,
reporting and agent launch

Task stage code and data
adapters are supplied per
study.

Java model side ImprovementCycle,
ModelDriftMonitor,
BaselineComparator and
ProcessAutomation

Model adequacy depends on
the selected fluid and process
representation.

Public agent and skill .github/agents/continuous-
improvement.agent.md and
.github/skills/neqsim-continuous
-task-improvement/SKILL.md

Agent launch is optional and
configured separately.

File source Built in CSV file adapter Historian and business system
connectors are optional
external packages.

Scheduled software campaign Issue, branch, test, draft PR
and CI review workflow

An orchestration pattern, not a
single NeqSim task-*
command.

The Model Context Protocol (MCP) is one way to expose calculations to a tool using agent. It is
not the task store or scheduler. A stage may call a NeqSim process object directly, use a tested
Python/Java API, or call a governed service where available. The same cycle record should iden-
tify which capability actually ran. A missing connector records degraded evidence rather than
inventing measurements.

2.2 Core, community and private extensions
The public NeqSim repository owns the numerical engine, task CLI, living task runner, core agent,
core skill and public reference case. The public community skills repository publishes reusable
methods and installable packages; the public community agents repository composes skills into
workflows. A company may keep its own private skill and agent catalogs for approved data con-
nectors, policies and site specific knowledge. The public book needs no access to those private
catalogs and contains no private interface names or data.
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Continuous Agentic Engineering with NeqSim CHAPTER 2. THE ARCHITECTURE AND ITS BOUNDARIES

Figure 2.2: The dependency direction is outward. The public core remains useful with a CSV file source;
private overlays supply access and policy without moving private content into public examples.

Repository layer It owns A living task uses it for
NeqSim core Physics, CLI, cycle runner,

ProcessAutomation, model side
continuous classes, task
format

A reproducible calculation and
persistent cycle records.

Community skills Public methods, optional
Python packages, adapters
and validation guidance

Plant agnostic methods such
as the continuous
improvement toolkit.

Community agents Public workflow specifications
and skill composition

Exception triage and a
reusable continuous task
improvement role.

Private organization
extensions

Governed connectors, internal
policy and task specific
approvals

Evidence access and review
rules available only to
authorized users.

The public continuous-task-improvement-agent names the core continuous skill and the community
toolkit among its required skills. It prepares goals, plans, backtests, triggered diagnostics and
promotion recommendations; it does not accept ledger items or promote a baseline. The com-
munity neqsim-continuous-improvement-toolkit adds an optional historian adapter, Gaussian process
expected improvement for bounded trial selection, an ensemble Kalman parameter update, and
an SVD identifiability check. These are callable helpers, not a guarantee that any particular as-
set model or calibration is valid. The toolkit’s predicted improvement is a forecast; a NeqSim
evaluation and separate checks establish a realized result.
An organization can register its private catalogs through the public enterprise repository integra-
tion guide. The recommended dependency direction is NeqSim core → public methods → private
skills → private agents. Such a catalog is an extension point, not a prerequisite for the synthetic
case. Keep the interface contract, units, missing-source behavior and approval rules visible to a
reviewer even when the underlying records are private.
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Continuous Agentic Engineering with NeqSim CHAPTER 2. THE ARCHITECTURE AND ITS BOUNDARIES

2.3 One task folder, many cycles

my_study/
study_config.yaml existing task configuration
results.json first study result
step1_scope_and_research/ basis and sources
step2_analysis/ runnable model and checks
step3_report/ reviewed initial report
continuous/

goal.yaml confirmed objective and stop rules
cycle_plan.yaml sources, stages and triggers
stages/*.py task specific model code
baseline/ promoted KPIs and history
cycles/<cycle-id>/ one inspectable cycle
backtests/<run>/ isolated historical replay
ledger/events.jsonl append-only decisions
data/<source>/ pulled evidence
state.json watermarks.json drift_state.json
LIVING_REPORT.md regenerated summary
report/kpi_trends.png

The existing study remains the starting basis. The continuous/ layer does not rewrite its source
evidence. Each cycle has a UTC time and host in its identifier. A second run in the same minute
receives a suffix. State includes a lock so only one cycle runs at a time for a task. Completed stages
are skipped when a crashed cycle is resumed. Keep a task folder’s large data outside public source
repositories.
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Chapter 3

Goals, stop states and the improve-
ment ledger

The brief should be understandable without the software. State the decision, the success metric,
the applicable range of inputs, hard constraints, allowed levers, review owner, budget and evidence
needed to claim success. Then map that brief into goal.yaml. A goal with an unconfirmed target
remains a draft.

confirmed_by: "A. Engineer"
objective:

metric: power_reduction_pct
direction: maximize
target: 2.0
confidence_required: medium

constraints: ["suction temperature >= 22 C"]
stop:

converged: {window: 3, relative: 0.02, absolute: 0.01}
budget: {iterations: 12, agent_sessions: 6}
expected_improvement_cost: 0.01

reopen:
regress_margin: 0.5
on: [new_evidence, brief_changed, neqsim_capability, reviewer_request]

This is a public teaching configuration modeled on NeqSim’s current guide. regress_margin uses the
objective’s own units; a value of 0.5 here means half a percentage point, not a relative 50%. Con-
straints written as prose still need explicit enforcement inside a solver stage. Do not set validated:
true merely because a simulation returned a number: the stage must establish convergence, units,
constraints and the required comparison.
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Continuous Agentic Engineering with NeqSim CHAPTER 3. GOALS, STOP STATES AND THE IMPROVEMENT LEDGER

Figure 3.1: Every solve stop enters monitoring. A trigger can reopen it; promotion still requires review.

3.1 Termination states
goal_met means the target was reached with the required confidence and validation. converged re-
quires recent gains below the tolerance and no remaining candidate with worthwhile expected net
improvement. infeasible requires a defensible reachable bound below the target. blockedmeans the
remaining action needs a person or unavailable evidence. budget_exhausted means the configured
round or agent session budget ran out. None should be silently reported as success.
For a maximize objective with current value 𝐽 , the convergence window compares new gains with
max(𝜖abs, 𝜖rel|𝐽 |). An expected next action can be screened by 𝑝Δ𝐽 − 𝑐, where 𝑝 is its chance
of success, Δ𝐽 the predicted gain and 𝑐 the effort expressed in the same value units. This is a
decision heuristic, not an economic result unless its inputs are calibrated.
The ledger stores proposed improvements as events. A proposed action can move through review,
acceptance, implementation and verification. model, data and tooling categories keep different out-
comes visible beside operational and maintenance opportunities. If a ledger item names a KPI,
later cycles record that KPI so a reviewer can check whether an implemented action produced the
predicted effect. A verified result becomes evidence; a proposal alone does not.

3.2 Worked termination calculation

Suppose a teaching solve has a current objective 𝐽 = 2.10 percentage points of modeled power
reduction, a target of 2.00 points, an absolute convergence tolerance of 0.01 point and a relative
tolerance of 0.02. The gain threshold is max(0.01, 0.02 × 2.10) = 0.042 point. Three successive
gains of 0.03, 0.02 and 0.01 point lie below that threshold. This alone does not justify converged: a
candidate with expected net gain above the configured cost remains worth testing. Conversely, a
result above the target does not justify goal_met if its constraint check failed or its confidence fell
below the required level. The two tests answer different questions: has the target been demon-
strated, and is further automatic search worthwhile?
An infeasible conclusion needs a defensible physical bound below the target. Twelve unsuccessful
search rounds do not establish one. If the bound relies on unverified heat-transfer limits or motor
curves, state the assumptions and use blocked or budget_exhausted until the evidence improves.
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Chapter 4

Run the public reference case

The public reference case is a synthetic compressor station. Its archived CSV data include injected
efficiency decline, flow meter bias and suction pressure change. The case is intentionally small: it
teaches the interfaces and backtest mechanics without claiming a real facility result. The current
guide reports three expected events detected and no false alarms for its recorded run; treat that
as a reproducibility target for the cited snapshot, not a guarantee for changed code or thresholds.
Use a current source checkout and a Python environment with the developer tools. From the repos-
itory root, inspect neqsim --help, neqsim task-status --help and the current continuous task guide. If
the console launcher is unavailable, invoke devtools/neqsim_cli.py with the selected Python inter-
preter. A model backed stage also needs the Java runtime and a compiled NeqSim checkout. The
public CSV case itself does not require a company data adapter.

neqsim --show-task-root
neqsim task-reference-case
neqsim task-status reference_compressor_station
neqsim task-backtest reference_compressor_station \

--start 2025-10-02 --end 2026-09-30 --repeat
neqsim task-cycle reference_compressor_station \

--now 2026-09-30T05:00:00Z --no-agent
neqsim task-solve reference_compressor_station \

--until converged --no-agent
neqsim task-ledger reference_compressor_station list

Open continuous/LIVING_REPORT.md inside the created task. Inspect the current goal, promoted base-
line, latest KPI values, triggers, solve rounds, ledger and next actions. Then inspect continuous/
backtests/<run>/backtest_report.md for detected and missed expected events, delay, false alarms and
repeatability. Backtesting is isolated from the live watermarks and drift state. If an example re-
sult differs, record the checkout revision, selected Python, source data, plan and diff rather than
adjusting a claimed result to match the book.
The public guide documents the following outcome for its reference configuration. This table
reports the guide’s run, not a new execution made for this edition.

Injected event Reported detection delay Interpretation
Efficiency decline 13 days A gradual change accumulates

evidence more slowly.
Flow meter bias 2 days A step change crosses the

configured rule after
confirmation.

Suction pressure step 2 days The step or criterion rule
responds to a crossing.

Quiet periods 0 false alarms in the recorded
replay

A property of the selected
synthetic period and
thresholds.
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Continuous Agentic Engineering with NeqSim CHAPTER 4. RUN THE PUBLIC REFERENCE CASE

The reference solve is reported to stop at converged after eight rounds when run with --until
converged. The precise result is sensitive to the plan, synthetic dataset and code revision. Repeating
the run gives a software regression check, not a performance guarantee for an operating station.
A useful extension is to hold out one injected scenario while tuning thresholds on the others, then
inspect whether the detector still gives a tolerable alert burden.

Figure 4.1: Illustrative reference case timeline. The plotted values are schematic; run the commands
above for the actual saved backtest metrics.

The reference case contains a solver stage that lowers suction temperature toward a constraint in
successive rounds. It reports objective values and a reachable bound. This simple strategy exists
to show a terminating loop. It is not a compressor design recommendation. In a real case, the
solver stage must call the accepted process model, assess bounds and uncertainty, and reserve
operational changes for the plant’s decision process.
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Chapter 5

Make an existing study living

Start with an ordinary NeqSim task whose results.json contains an inspectable first answer and
whose model or analysis can be run again. A Standard task basis is useful before unattended
monitoring: scope, sources, runnable work, assumptions, data gaps, initial report and work record.
The scheduled command’s --standard-first gate checks this basis and records missing elements; it
does not validate the physics of the model.

Figure 5.1: An engineering record joins source measurements, model inputs and review. The visual is
conceptual; the stage contract below defines the actual interface.

neqsim new-task "Compressor efficiency study" --type B \
--prompt-file brief.md

neqsim task-living <task> --brief brief.md
neqsim task-status <task>

task-living scaffolds a continuous/ directory without overwriting existing files. It drafts a goal from
the brief, constructs a baseline from numeric key_results in the first results.json, seeds ledger pro-
posals from its recommendations, and marks the task as living in study_config.yaml. Review the
generated values. A populated field is not necessarily the correct engineering definition.
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5.1 Define sources and KPIs
The plan is declarative; task specific physics belongs in a script. A file drop is the built in source
and accepts CSV data with a time column. Each source maintains a watermark so a failed pull can
retry its window. Relative paths resolve against the task directory. Use a separate data_root when
data volume makes the task folder unsuitable.

sources:
station:

adapter: file
options: {folder: data_drop, time_column: timestamp, pattern: "*.csv"}
initial_lookback_days: 1
stale_after_hours: 48

kpis:
suction_pressure_bara:

{source: station, column: suction_pressure_bara, agg: mean}
scripts:

station_model:
{file: continuous/stages/station_model.py, function: run}

stages: [sense, refresh, "script:station_model", kpis, drift,
goal, diff, ledger, digest, notify, agent]

The available aggregations include mean, min, max, last, sum and count. A script can return
additional KPIs. Name each KPI with its unit where possible and keep the underlying raw unit in
source metadata. Watermark advancement means “these rows were collected”, not “the model is
valid”. A missing plugin records not_installed and degrades the cycle.

5.2 Write a stage with a checkable contract
The stage receives ctx.new_rows, the goal and plan, promoted baseline, task and cycle directories,
current clock, mode and dry run flag. It returns a dictionary of KPIs, proposals, triggers, status
and optionally solve information. The following deliberately small stage checks its inputs and
calculates an average pressure. A NeqSim process study replaces the teaching calculation with a
model evaluation, while preserving the return contract.

def run(ctx):
rows = ctx.new_rows.get("station", [])
pressures = [row.get("suction_pressure_bara") for row in rows]
valid = [value for value in pressures if isinstance(value, (int, float))]
if not valid:

return {"status": "warn", "message": "no valid pressure rows"}

mean_pressure = sum(valid) / len(valid)
if not 0.0 < mean_pressure < 500.0:

return {"status": "fail", "message": "pressure outside study range"}
return {"kpis": {"suction_pressure_bara": mean_pressure}}

In a NeqSim backed stage, load a model with an explicit composition, selected EOS and input basis.
Apply measured values only to variables designated as inputs. Run ProcessAutomation.evaluate(...)
for candidate setpoints, inspect feasible and rejected writes, then read KPIs and a utilization
snapshot. The ImprovementCycle Java class wraps one such evaluation, drift update and comparison
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and returns schema versioned JSON with feasibility, KPI, drift, comparison, triggers, bottleneck
and errors. It does not choose the correct objective or approve a plant action.

Figure 5.2: A stage is the explicit seam between facility data and a physical calculation.

5.3 Bound and validate a solve stage
A solver stage reports its current objective value, whether that value passed its checks, a confi-
dence label, an attainable bound if one exists, and candidate next actions. One possible return
shape from the current guide is:

return {
"kpis": {"power_reduction_pct": value},
"solve": {

"value": value,
"validated": checks_passed,
"confidence": "medium",
"action": "evaluate a cooler suction case",
"upper_bound": reachable_bound,
"candidates": [{

"action": "test next suction temperature",
"branch": "cooling",
"p_success": 0.8,
"predicted_delta": 0.2,

}],
},

}

The values are computed in the script; this fragment only shows the interface. checks_passed should
include convergence, constraints, nonzero physical outputs, mass or energy checks when relevant,
and an independent or withheld comparison proportional to the claim. If themodel cannot establish
a reachable bound, omit it rather than inventing infeasible. Use the plan’s solve.stages and round
budget to restrict the repeated work.
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Chapter 6

Qualify data, detect change and back-
test

A persistent cycle does not make poor inputs reliable. Every source row needs a timestamp, unit,
provenance and status. Check range, missingness, duplicate timestamps and time alignment be-
fore feeding it to a model. If measurements are reconciled, keep the unadjusted values and the
residuals. Assign inputs and withheld benchmarks before running the process model. A pressure
copied from the historian and then “predicted” from that same value is not validation.

Figure 6.1: Conceptual monitoring scene. The traces suggest repeated observation and a change to
investigate, not measured plant performance.
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Figure 6.2: Keep source checks, model inputs and independent benchmarks separate.

NeqSim’s plan can watch simple threshold crossings and statistical drift. Its drift monitor uses an
exponentially weighted moving average (EWMA) and two sided cumulative sum (CUSUM) against
a frozen warm up baseline. A per signal min_sigma is an engineering noise floor; confirm requires
repeated out of limit values. Without a floor, a short warm up can underestimate noise and produce
false alarms. A crossing trigger fires on the transition into the state, not on every day the state
persists.

6.1 What the detector computes
The current Java ModelDriftMonitor fixes a mean 𝜇0 and sample standard deviation 𝑠0 from the first
warmup finite observations. It uses 𝜎 = max(𝑠0, 𝜎min) when an engineering floor is supplied. For
later observation 𝑥𝑡, the EWMA starts at 𝑧0 = 𝜇0 and follows

𝑧𝑡 = 𝜆𝑥𝑡 + (1 − 𝜆)𝑧𝑡−1, |𝑧𝑡 − 𝜇0| > 𝐿𝜎√ 𝜆
2 − 𝜆.

The expression on the right is the steady-state control limit implemented by the class, not a confi-
dence interval on a physical parameter. EWMA and CUSUM are established sequential monitoring
methods [9]. The standardized residual 𝑟𝑡 = (𝑥𝑡 −𝜇0)/𝜎 also updates two one-sided accumulators:

𝐶+
𝑡 = max(0, 𝐶+

𝑡−1 + 𝑟𝑡 − 𝑘), 𝐶−
𝑡 = max(0, 𝐶−

𝑡−1 − 𝑟𝑡 − 𝑘).

A provisional out-of-control value occurs if either EWMA exceeds its limit or max(𝐶+
𝑡 , 𝐶−

𝑡 ) > ℎ. The
confirm count requires consecutive provisional values. Once an alarm is raised, the class latches
it until reset; the newAlarm field distinguishes the transition from a continuing condition. NaN and
infinite inputs are ignored rather than treated as meaningful observations. These implementation
details matter when comparing a Java client with the Python task runner, which is intended to give
the same alarms for identical data and settings.
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Figure 6.3: A schematic monitored KPI, its frozen reference, an injected step and confirmation before alert.

Statistical evidence and engineering relevance are separate. A very quiet synthetic series can
make a small shift statistically detectable even if its physical effect is negligible. The min_sigma floor
prevents the monitoring scale from collapsing beneath the chosen engineering resolution. It must
be recorded in the KPI’s unit. A 0.2 bar floor is not transferable to efficiency, and a dimensionless
efficiency floor of 0.002 is not transferable to a percentage-point KPI without conversion.

drift:
signals: [polytropic_efficiency, suction_pressure_bara]
settings:

lambda: 0.2
L: 3.5
k: 0.5
h: 6.0
warmup: 30
confirm: 2
signals:
polytropic_efficiency: {min_sigma: 0.002}
suction_pressure_bara: {min_sigma: 0.2}

triggers:
kpi_step: {suction_pressure_bara: 2.0}
criteria: {polytropic_efficiency: "< 0.785"}

These thresholds are from the teaching case and are not universal alarm settings. Select floors
from instrument resolution and observed variability under a stable regime. Choose the smallest
sustained shift worth a review. Backtest on archived periods with known event onsets, quiet peri-
ods and data failures. Record detection delay, missed events, false alarms per month and repeata-
bility. Change thresholds on a development interval, then evaluate on a separate interval to avoid
tuning to the answer.
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neqsim task-backtest <task> --start 2025-10-02 \
--end 2026-09-30 --step-hours 24 --name trial_01 --repeat

The result is written under continuous/backtests/trial_01/. It leaves live state untouched. A backtest
with three injected events only establishes behavior on those events; it does not establish detection
rates for all future faults. For operational deployment, extend the archive, vary regimes, include
missing data and check whether an alert leads to the correct diagnostic action.

6.2 Score the backtest against a decision
Specify an event interval and the maximum acceptable delay before running the replay. A detection
that occurs after the useful decision windowmay be a numerical success and an operational failure.
Count false alerts over quiet exposure time, not merely over the number of known faults. Record a
separate outcome for a stale or failed source; suppressing an alert by losing the data is not a good
detector. When measured faults are unavailable, use synthetic perturbations to test plumbing and
state behavior, then describe physical detection performance as unestablished.
The backtest also tests the task’s temporal logic. Watermarks must not advance after failed pulls.
A repeated run with the same inputs and version should reproduce event times. A model revision
needs an explicit comparison with the archived revision. A threshold selected after seeing all
fault dates should be evaluated on a new period, because otherwise the reported delay and false
alarm rate are optimistic. The public three-fault case is best used as a regression fixture for those
mechanics, followed by broader site-specific qualification where such use is intended.
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Chapter 7

Run, schedule, triage and promote

Run a manual dry cycle before scheduling. Inspect the source status, the stage return, every KPI
unit and the digest. --dry-run writes a cycle folder but does not advance watermarks, the ledger or
drift state. --no-agent keeps the cycle deterministic when testing the data path.

neqsim task-cycle <task> --dry-run --no-agent
neqsim task-cycle <task> --standard-first --no-agent
neqsim task-report <task>
neqsim task-status <task>

The Standard first status appears in continuous/standard_first_status.json. A missing report or work
record may be generated from the accepted task; missing model evidence is recorded as incom-
plete or blocked. The gate is about task readiness, not a certificate of process correctness.

7.1 Schedule monitoring
On Windows, task-schedule can preview, install, show and remove a Task Scheduler entry. It runs
task-cycle in monitor mode with --standard-first. On Linux the command prints a cron line to install
with the normal operating system scheduler; it does not install cron itself. Use an explicitly selected
interpreter, pinned checkout or release, predictable working directory and a service identity with
only the access needed to read sources and write the task folder.

neqsim task-schedule <task> --daily 05:00
neqsim task-schedule <task> --daily 05:00 --install # Windows
neqsim task-schedule <task> --show

For a Linux host, use neqsim task-schedule /data/tasks/<task> --daily 05:00 and review the printed
cron line before installing it. Set NEQSIM_CONTINUOUS_HOST to distinguish cycle IDs. Do not embed
passwords in cycle_plan.yaml; notifier fields refer to environment variable names. Keep only one
writer active per task. Separate copies on two hosts need deliberate state synchronization; the
append only ledger can be merged by event ID, but two independent data and watermark histories
are not magically one timeline.

7.2 Triage an exception
The cycle digest answers what changed and whether a decision is needed. Inspect triggers.json,
validation.json, diff_vs_baseline.json, and refresh_report.json before treating a drift flag as a physical
diagnosis. A stale source can produce a different response from a valid low flow. A new NeqSim
commit can move a calculated KPI with unchanged plant inputs. Reevaluate the prior baseline
inputs under the new code and compare both versions before attributing the difference to the
process.
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When agent.enabled is true, a trigger may launch a bounded headless continuous-improvement review.
The public configuration uses an explicit executable, timeout and deny list. The agent can write
agent_review.md and propose ledger items; the documented headless path denies commit, push and
PR creation and does not promote the baseline. The repeated cycle itself uses no language model
calls. A missing agent executable records not_installed while the deterministic cycle continues.

agent:
enabled: true
agent: continuous-improvement
executable: copilot
timeout_s: 1800

notify:
channels: [file]

report: {formal: on_promote}

7.3 Review a result
The living report is regenerated after cycles, solve rounds, backtests, promotions, reopening and
ledger decisions. It is a view of the recorded task, not a manually edited source of truth. A reviewer
can accept or reject each ledger item separately, then promote a selected cycle. The previous
baseline is archived. Promotion merges the cycle’s KPIs over the prior baseline, so a solve round
that reports only its objective does not erase unrelated monitored KPIs.

neqsim task-ledger <task> list
neqsim task-ledger <task> set OPP-0001 accepted \

--by "A. Engineer" --note "reviewed against design basis"
neqsim task-promote <task> <cycle-id> \

--reviewer "A. Engineer" --note "validated model case"
neqsim task-report <task> --formal

Promotion means “use this reviewed cycle as the next comparison basis.” It does not dispatch a
setpoint or declare a process change implemented. The formal Word/HTML report can be regen-
erated on_promote, every_cycle or never; choose a cadence suited to the decision process.
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Chapter 8

The NeqSim model side in detail

The Python runner is useful for every task type. A process model stage can additionally use the
Java automation API. ProcessAutomation reads and writes named variables, evaluates candidate set-
points and returns diagnostics. Its evaluate(...) call includes feasibility and rejected setpoints; its
utilization snapshot reports equipment constraints. A task may hold a ProcessSystem or ProcessModel
and expose only the addresses appropriate for the study. Set temperature, pressure and flow units
explicitly and use a cloned model for independent candidate branches where state carryover would
bias results.
ImprovementCycle is a model-side wrapper around one evaluation. Construct it with a non-null au-
tomation facade, register KPI addresses with units, optionally replace its drift monitor or compara-
tor, and call runCycle(measuredInputs, inputUnit). The returned JSON includes a schema version and
cycle count. For a feasible evaluation, it reads each KPI, updates drift, compares with the baseline,
requests a utilization snapshot and collects errors instead of throwing from the cycle. A failed
evaluation yields model:infeasible and should not be interpreted as a real process alarm until the
input and solver failure are classified.

ProcessAutomation automation = process.getAutomation();
ImprovementCycle cycle = new ImprovementCycle(automation);
cycle.addKpi("Compressor.power", "kW");
cycle.getComparator().addCriterion("Compressor.power", "> 5000");
String resultJson = cycle.runCycle(measuredInputs, "bara");

This excerpt illustrates the public class contract, not a complete runnable plant model. Its single
inputUnit applies to all measured inputs passed in this call, so mixed pressure and temperature
inputs require an appropriate mapping or separate application path. Verify address names, setter
validation, model initialization and unit conversion in the exact checkout. A uniform value map
should never silently imply uniform physical dimensions.
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Figure 8.1: Model-side order of operations. The runner retains the records; the Java class evaluates one
model cycle.

The cycle and a broader task solve answer different questions. ImprovementCycle.runCycle does not
implement a whole campaign, prepare a report, install a scheduler or decide which candidate
should be promoted. The Python task-solve loop calls task defined stages repeatedly and applies
the goal and stop rules. A model stage can call ImprovementCycle, ProcessAutomation.evaluate, or other
NeqSim APIs depending on the question. State which route was used in the cycle provenance.

8.1 Calibration, uncertainty and domain guards
Drift can arise from a sensor, a physical change or a model change. First test time alignment,
units, tag mapping and sensor quality. Then compare withheld signals. Parameter estimation can
be useful when the parameter is identifiable in the available window and the inferred shift has a
physical interpretation. Do not recalibrate every time a residual appears. If a hybrid correction
model is used, define its training range, features and uncertainty; outside that domain return to the
physics model or mark the result unsupported. Candidate ranking should propagate uncertainty
into the predicted gain, not only display a point estimate.

8.2 Choosing the next calculation
The public community toolkit provides propose_next, a Gaussian process surrogate with an expected-
improvement acquisition over bounded variables. It proposes a new point 𝑥 after earlier NeqSim
evaluations 𝐷 = {(𝑥𝑖, 𝐽𝑖)}. In a maximization setting, an acquisition value can rank points by
the expected improvement over the best observed objective [10]. It is not the improvement al-
ready achieved. The stage must run the proposed point through NeqSim, check its constraints
and then return the realized 𝐽(𝑥). The toolkit’s current method uses an RBF kernel after scaling
the bounded inputs to a unit cube and searches a set of random candidates. Its own documentation
describes it as a screening method with limited information when only a few trials exist.
This strategy is useful when one NeqSim trial is expensive and the number of controlled variables is
small. A smoother, inexpensive and well-behaved process may suit a deterministic optimizer better.
For either method, report the number of model calls, the best feasible point, rejected points, the
uncertainty or sensitivity around the selected point, and the effect of a different initial state. An
optimizer does not resolve an incorrectly specified objective or missing operating constraint.
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from continuous_improvement_toolkit import propose_next

proposal = propose_next(
previous_setpoints,
previous_validated_objectives,
bounds=[(22.0, 35.0), (40.0, 60.0)],
maximize=True,
seed=cycle_number,

)
candidate = proposal["x"]
# Evaluate candidate with the accepted NeqSim model and constraints.

The bounds in this example are illustrative and the variables have deliberately been left unnamed;
a real stage must identify their units and allowed meaning. The expected_improvement output belongs
in a proposal or stopping heuristic, not a measured KPI. Persist the trial dataset, random seed and
surrogate settings so another run can explain a changed recommendation.

8.3 Parameter learning and identifiability
The same toolkit offers enkf_update for an ensemble of uncertain parameters [11]. Its inputs are
parameter ensemble members, matching model predictions for each member, a measured vector
and observation standard deviations. The method updates the ensemble through cross-covariance
between parameters and predicted observations. Before accepting the updated parameters, com-
pute the sensitivity matrix 𝐻𝑖𝑗 = 𝜕𝑦𝑖/𝜕𝜃𝑗 at the study state and scale its columns by physically
meaningful parameter ranges. If its singular values show deficient rank, the available observa-
tions cannot determine all parameter combinations. The toolkit’s identifiability report exposes
the rank, condition number and weak directions.
For example, a rising compressor power residual can be explained by lower efficiency, a biased
flow meter or a changed gas composition. If only electrical power is observed, the parameters
may trade off and the calibration can fit power perfectly while identifying the wrong cause. A with-
held discharge temperature, independent flowmeasurement or fresh composition can discriminate
among explanations. If none is available, fix a parameter from an independent source, report a fam-
ily of plausible states, or leave the cause unresolved. The community documentation recommends
at least 20 ensemble members for its update and notes its approximate Gaussian error assumption;
an application still needs its own sensitivity and posterior predictive checks.
Learning also changes the baseline’s meaning. Keep the measurements used for fitting separate
from measurements used to judge prediction. Record the prior, observation uncertainty, accepted
parameter range, model revision and time window. A lower training residual is an estimate of fit,
not a demonstrated improvement in process performance. The living task ledger can record the
new model state as a model proposal until a reviewer accepts the independent evidence.
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Chapter 9

A complete teaching walkthrough

This chapter follows one engineering question from its first solution into repeated monitoring. A
fictional offshore compression station has three parallel trains, A, B and C. The engineer asks how
much gas the station can process while respecting compressor shaft limits, the station’s electrical
allocation, cooling capacity and a fixed export pressure. NeqSim evaluates the physics. The task
retains the objective and evidence. An agent can choose investigations and explain proposals. A
reviewer decides whether the evidence supports using a new operating plan.
All compositions, equipment limits, operating conditions and changes in this chapter were cho-
sen for this public example. They are not transformed measurements from an operating facility.
The calculations were executed with NeqSim 3.20.0 for this revision. The live sequence is a syn-
thetic replay, not a connection to a real installation. Its deterministic candidate search supplies a
reproducible reference against which an agent can later be evaluated.

Figure 9.1: A fictional offshore processing platform and its conceptual digital representation. AI-generated
editorial illustration; no real facility is depicted and no equipment geometry is used as engineering evidence.

9.1 The decision and the model boundary
The initial operation processes 90 kg/s, shared equally between the three trains. The first objective
is to demonstrate at least 12% additional modeled throughput, equivalent to 100.8 kg/s, under the
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original boundary conditions. Allowed variables are the flow allocation and a common compressor
inlet temperature. The agent may investigate lower inlet temperature only within the stipulated
cooling envelope. It may not increase a motor limit, relax export pressure or change the gas
composition to manufacture an improvement.
This is a power-limited screening model. Each compressor has a fixed isentropic efficiency and
prescribed discharge pressure. The flow bounds below are assumed screening bounds, not surge
or choke lines. No speed or vendor compressor map is represented. Consequently, reaching
the numerical target establishes a feasible result within the declared simplified model; it does
not establish a deployable operating envelope. Operational qualification requires maps, controls,
pressure losses, cooling performance and independent data.

Figure 9.2: A real centrifugal compressor on a skid, included to ground the equipment discussion.
Photograph by DWI, uploaded by Mattcmoi, Wikimedia Commons, CC BY-SA 3.0; reproduced without image
alteration. The photographed machine supplies no parameters for the synthetic model. See the image
credits for the source and license.

The photograph shows actual equipment rather than an invented cutaway. The NeqSim compres-
sor object used here represents the thermodynamic inlet-to-outlet transformation. Its use does not
identify the photographed machine, its internal arrangement, its number of stages or its perfor-
mance. A model connection diagram is the appropriate way to explain what is actually calculated.

Quantity Synthetic basis
Feed composition, mole fraction Methane 0.910; ethane 0.055; propane 0.018;

carbon dioxide 0.007; nitrogen 0.010
Thermodynamic model SRK equation of state; mixing rule 2;

multiphase check enabled
Initial feed conditions 42 bara and 37 °C; 90 kg/s total
Export pressure and temperature 92 bara; aftercoolers deliver 40 °C
Train isentropic efficiencies A 0.79; B 0.75; C 0.81
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Quantity Synthetic basis
Shaft power limit 5.0 MW per train
Flow screening range 20 to 42 kg/s per train; station supply at most

115 kg/s
Inlet cooling envelope 29 to 37 °C; total inlet cooling duty at most 2.8

MW
Discharge temperature screen Below 125 °C per train
Electrical conversion Motor efficiency 0.97; fixed auxiliaries 0.40

MW
Additional cooling auxiliaries 0.10 MW whenever inlet precooling is active
Station electrical allocation Initially 16.0 MW; changed explicitly in the

replay

The additional cooling electricity is an assumed auxiliary load, not a refrigeration calculation. The
heat rejected by inlet cooling is reported separately. An industrial application must replace this
approximation with the actual utility system and seasonal heat-transfer limits. No water is included
in this dry teaching gas, so the 29 °C lower bound is an assumed cooling limit, not a calculated
hydrate or water-dew-point margin. All evaluated streams must remain single phase.

Figure 9.3: The exact equipment connectivity built by the accompanying script: one feed and splitter, three
cooler-compressor-aftercooler branches, and an export mixer. Pipe and cooler pressure losses are neglected
in this screening model.
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9.2 A reproducible first solution
The accompanying examples/synthetic_station.py constructs a fresh ProcessSystem for each evaluation.
It creates the SRK fluid, sets the mass flow in kg/s, splits the feed, runs each inlet cooler and
compressor, aftercools the discharge and mixes the export. Equipment names and stream objects
remain explicit so the model can be extended or embedded in a larger process.
The search evaluates nine common inlet temperatures from 29 to 37 °C in one-degree steps. For
each temperature, a preliminary NeqSim run supplies each train’s specific shaft work. With fixed
composition, temperatures, pressures and efficiency, shaft power scales with mass flow. A bounded
allocation starts each train at its assumed minimum and assigns remaining shaft power to the
lowest specific-work train first. It respects each train’s 5.0 MW limit, flow ceiling and the shared
electrical allocation. The full process is then rerun at the proposed flows and every constraint is
checked again.
This allocation is justified by the linear work-versus-flow structure of this particular model. It
must be replaced by a suitable constrained search when compressor maps, changing efficiency,
recycles or pressure losses make the problem nonlinear. The best of nine temperatures is a best
tested point, not a proof of a global optimum for an actual station.
The shared electrical constraint is

𝑃electric = 𝑃𝐴 + 𝑃𝐵 + 𝑃𝐶
0.97 + 0.40 + 𝑃cool,aux ≤ 𝑃available.

All powers in this equation are MW. The auxiliary term for precooling is zero at 37 °C and 0.10 MW
below 37 °C. The station allocation is the electricity assigned to compression and these auxiliaries;
it is not total platform generation. Other consumers must be accounted for before defining that
allocation.

Evaluated alternative Flow kg/s Shaft power MW Inlet temperature °C
Initial equal allocation 90.00 13.57 37
Power-limited
allocation

99.59 15.00 37

Allocation with
cooling

102.98 15.00 29

The last case assigns 34.62, 32.87 and 35.50 kg/s to A, B and C respectively. Each train is at its
assumed shaft-power ceiling. Total electrical demand is 15.964 MW, below the 16.0 MW alloca-
tion, and inlet cooling duty is 2.006 MW. Discharge temperatures are approximately 101.0, 103.8
and 99.7 °C. The modeled throughput increase is 14.43% relative to the initial 90 kg/s operation.
Cooling adds 3.39 kg/s beyond the power-limited allocation at 37 °C.
The first increase includes using unused motor capacity as well as allocating load. It must not
be described as a pure efficiency improvement. The 15 MW shaft requirement is higher than the
initial 13.57 MW because more gas is processed. This study maximizes throughput subject to
power limits; a study minimizing electricity at fixed production would use a different objective.
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Figure 9.4: Computed station capacity across the nine inlet temperatures. The target and initial flow are
fixed references under the original 42 bara and 16 MW basis. Values are NeqSim results, not schematic
curves.

9.3 What has actually been checked
The executable model checks finite results, positive compressor power, single-phase streams, the
export pressure, total mass balance, the steady-state energy balance and the declared flow, tem-
perature, cooling and power limits. Across the initial temperature candidates, the maximum mass
imbalance is below 10−12 kg/s and the energy residual below 10−6 W. These small residuals demon-
strate consistency of the assembled calculation; they do not prove the accuracy of the EOS or fixed
efficiencies against real equipment.
A repeated selected-point calculation is checked to within 0.1 W of shaft power, allowing numerical
solver tolerances. Nearby scenarios confirm the expected trends: lower suction pressure reduces
throughput under a fixed power ceiling, and reduced efficiency lowers capacity. Reducing train B
efficiency from 0.75 to 0.71 decreases the selected capacity from 102.98 to 101.23 kg/s. Moving
all three efficiencies down or up by 0.01 gives approximately 101.67 to 104.30 kg/s. This is a
parameter sensitivity range, not a statistical confidence interval.
No vendor-map validation, independent plant comparison or autonomous-agent benchmark was
performed for this example. The result should therefore be recorded as a checked screening pro-
posal. A task whose goal demands operating qualification remains pending until those additional
checks are satisfied, even though the simplified numerical target is reached.

9.4 Give the agent a meaningful engineering role
The deterministic search provides a baseline. An agent adds value only if it makes a useful choice
beyond repeatedly executing that search. The agent might compare load allocation with cooling,
request missing cooling capacity, investigate why a train’s residual changed, or recognize that a
lower pressure makes the original target unattainable within the currently tested envelope. Each
proposed action names the hypothesis, expected information or gain, required model call and
evidence that could reject it.
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Agent action NeqSim or evidence operation Decision supported
Test load sharing Evaluate candidate branch

flows under common pressure
and power limits

Whether unused or poorly
allocated capacity can be
recovered

Test inlet cooling Evaluate temperatures, phase
state, duty and electrical
auxiliaries

Whether cooling is a feasible
candidate within the stated
envelope

Investigate efficiency drift Compare predicted power and
discharge temperature with
withheld observations

Whether efficiency loss is
plausible or more evidence is
needed

Check a changed power
allocation

Recompute the shared
constraint and candidate train
flows

Which previously accepted
proposals are now invalid

Challenge the
recommendation

Recalculate with parameter
uncertainty and missing
constraints

Whether the proposal is ready
for review

For diagnosis, preserve competing explanations. A biased inlet flow used as a model input can
create a power residual without a real efficiency loss. A discharge-temperature comparison or
independent flow measurement can help distinguish the causes. A synthetic residual generated
with the same NeqSim model is useful for software testing, but it is not independent physical
validation. If available evidence cannot separate the causes, the correct agent action is to request
the missing observation or report ambiguity.
The book’s source package runs the deterministic calculations and replay. It does not contain a
secretly scripted dialogue presented as an observed autonomous agent. Agent-selected investi-
gations should be tested against the saved deterministic results, with all tool calls and rejected
hypotheses retained.

9.5 Continue the task when operating conditions change
The solved study becomes a living task by retaining the gas basis, model version, original objective,
accepted operating proposal, source mappings and every later cycle. A scheduled monitor receives
the latest qualified suction pressure and the approved station power allocation. These are separate
inputs: a measured electrical demand is not permission to consume that much power. A changed
allocation must come from an authoritative operating constraint.
The public replay uses twelve synthetic daily cycles. At cycle 5, suction pressure falls from 42 to
39 bara. At cycle 8, the station allocation falls from 16 to 14 MW. At cycle 11, the allocation returns
to 16 MW while suction pressure remains 39 bara. No noise or delayed readings are added in this
small experiment. Changes are detected by direct comparison of qualified inputs; it is not a test
of statistical detection delay or false alarms.
Each cycle first tests the previous proposal under the new conditions. If it fails a limit, it is marked
stale and cannot be reused as a feasible recommendation. The deterministic solver evaluates the
nine temperatures and new flow allocations. It saves the selected result and a reference with
equal train flows at the same pressure, power allocation and selected temperature. This matched
comparison separates improvement from a change in the operating basis.
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Cycles Suction bara Budget MW Flow kg/s Old plan
1 to 4 42 16 102.98 Feasible
5 to 7 39 16 92.80 Violates train power limits
8 to 10 39 14 81.43 Violates station electrical allocation
11 to 12 39 16 92.80 Feasible but leaves new capacity unused

The pressure decrease reduces modeled capacity even after re-optimization. The live task can-
not create power or reverse the pressure change. During the 14 MW period, prioritizing the
lower-specific-work trains recovers approximately 0.50 kg/s over equal sharing under the same
constraints. Restoring the electrical allocation raises capacity again, but it is an external change
in conditions; the increase from 81.43 to 92.80 kg/s must not be booked as an agent-created gain.

Figure 9.5: Executed synthetic live replay. Pressure and power allocation are inputs; electrical demand
and throughput are recomputed with NeqSim. The lower panel reports allocation gain against a reference
at matching conditions. Event lines identify prescribed input changes, not measured alarm lead times.

The original 100.8 kg/s target is retained in the work record. At 39 bara the best tested screening
case falls below it. Report the capacity shortfall and its current constraint, rather than silently
lowering the goal or claiming recovery. A reviewer can commission a broader study of export
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pressure, additional power, maintenance or equipment changes, but those options require a new
allowed-action scope and evidence. A finite search that found no solution is not by itself a proof of
infeasibility.
For the next synthetic cycle, the replay assumes that the preceding computed proposal has been
accepted so that the old-plan check can be demonstrated. This is a simulation convention only. The
saved record labels the decision proposal_only; no external setting, operating target or baseline is
changed by the script. A real deployment waits for the authorized review and promotion action.

9.6 Connect the replay to a real monitoring workflow
The task-specific stage can call evaluate for the current baseline and capacity for proposed candi-
dates. The existing living-task runner supplies the clock, source adapters, cycle record, trigger
handling and review history described in Chapters 5 to 7. Installing the example Python pack-
age alone does not install or validate that full runner integration. Begin with file-fed data and an
isolated task, then connect an approved read-only source through the same input contract.

Stage Input or action Recorded outcome
Acquire and qualify Timestamp, suction conditions,

composition revision and
approved power allocation

Source age, unit conversion
and missing-input flags

Replay the baseline Apply the new conditions to
the previously accepted plan

Feasible result or named
violated limits

Detect and reopen Compare qualified inputs,
residuals and goal state

Explicit reason to reopen the
solve loop

Investigate and solve Evaluate hypotheses and
bounded candidates in
NeqSim

Candidate results, rejected
alternatives and remaining
uncertainty

Review and promote Engineer examines evidence
and applicable constraints

Accepted or rejected proposal
with a named decision owner

Continue monitoring Compare later observations on
the promoted basis

Model drift, verified outcomes
or a renewed investigation

Amissing or stale power allocation blocks a new capacity recommendation. Continuing to calculate
with an old value can be useful for diagnostics, but the result must be labeled stale and excluded
from promotion. When observations arrive out of order, retain their source timestamps and avoid
treating a late record as a new physical event. A change to the model version requires the old/new
code and data comparison from Chapter 11 before attributing a KPI shift to the process.
The model and agent should remain advisory during introduction. The daily digest can state the
changed condition, the rejected old plan, the best checked alternative and the decision needed. It
should not send a plant setpoint. This separates a useful live engineering capability from automatic
control and gives the engineer a compact evidence trail.
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Figure 9.6: A task remains useful after its first report because evidence and decisions are retained across
cycles. This conceptual workflow is complemented by the executed replay above.

9.7 Repeat and extend the example
The updated source archive contains examples/synthetic_station.py, examples/requirements.txt and
examples/synthetic_results.json. The script was run with Python 3.12.14, Java 17.0.20, JPype 1.7.1
and the NeqSim 3.20.0 Python package and bundled JAR. Use a separate environment with a
working Java installation:

python -m pip install -r examples/requirements.txt
python examples/synthetic_station.py

The script writes the full basis, trial values, checks, runtime versions, source hash and all twelve
replay cycles to examples/synthetic_results.json. A fresh process is built for every candidate so a
previous trial cannot intentionally supply hidden process state. Numerical comparisons use explicit
tolerances rather than demanding identical floating-point bytes across platforms.
For teaching, ask students to explain why train B receives less gas, why the pressure change in-
validates an old plan, and why a restored power budget is not an optimization gain. Then change
one assumption at a time: add pressure loss, replace the fixed efficiencies with compressor maps,
restrict available cooling, introduce a biased flow measurement or compare a fixed-production en-
ergy objective. Every extension should state which earlier conclusion still holds and which requires
new validation.
For an industrial pilot, freeze a development dataset and a separate evaluation period with in-
dependently recorded events. Compare engineer review, deterministic monitoring and triggered
agent investigation under the same information budget. Measure correct diagnoses, false deci-
sions, missed events, model calls and engineer review time. The executed example provides repro-
ducible physics and bookkeeping; the agent’s incremental value remains a separate experiment.
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Chapter 10

Continuous improvement of NeqSim
itself

A living study can reveal a missing model, a zero or nonfinite property, an API that cannot express
an engineering constraint, a misleading report, a numerical instability, or a slow calculation. That
observation is a software improvement candidate. It belongs in a public issue only after the behav-
ior is reproduced with a safe synthetic input and checked against the current default branch. Site
data stay in the task folder. A code change belongs in the repository that owns the capability, with
focused validation and documentation.

Figure 10.1: From a reproducible engineering observation to a reviewed software revision. The displayed
checks are illustrative.

NeqSim’s AGENTS.md directs an agent to improve tooling during engineering tasks and to record
changes. It requires source inspection, Java 8 compatible code, JavaDoc, formatting, tests and
documentation. This is a per task quality rule. A scheduled software campaign extends it across
time: revisit a declared goal, refresh the current issue and branch state, choose the next coherent
change, publish reviewable evidence and continue after CI feedback. The campaign is a work-
flow built around GitHub and a scheduler. It is distinct from neqsim task-schedule, which schedules
monitoring of a particular engineering task.
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Figure 10.2: Model evidence can propose a software change; merged software can change the model
prediction and trigger a new comparison.

10.1 From a goal to a bounded development lane
The campaign goal should say which engineering capability is to improve and how success will be
measured. “Improve flash robustness” becomes, for example, “For these public water rich and near
three phase cases, avoid phase flips under small pressure perturbations while preserving material
balance, finite properties and acceptable runtime.” The campaign then carries an issue, minimal
reproducer, expected physical bounds, tests, benchmark evidence, branch and PR. A schedule
supplies repeated opportunities to advance the work; it is not an instruction to produce a new PR
on every run.
The campaign begins each run by reading the current default branch, issue discussion, open and
merged PRs, checks and review comments. It chooses a coherent change within the declared scope.
It must avoid duplicate fixes already merged and must not claim that an infrastructure blocked test
passed. If a local build is unavailable, a draft PR can state exactly what was validated and what is
pending CI. A failing CI job or review comment becomes the next input to the campaign.

10.2 The issue to PR cycle
1. Observe: Capture a reproducible discrepancy from a public or reduced input. Name NeqSim

version, model, units, actual and expected behavior.
2. Classify: Distinguish a library defect from user script error, unsupported model range, miss-

ing data or an unimplemented feature.
3. Bound: Set acceptance tests and physical invariants before editing. Consider nearby algo-

rithms and compatibility.
4. Implement: Change the owning API or algorithm; add focused tests, a benchmark where

performance is claimed, and updated docs or examples.
5. Validate: Run formatter and relevant tests, inspect numerical results, compare against an

independent bound, then read CI on the exact PR head.
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6. Review: Publish a draft or ready PR according to the evidence. Answer review comments
and repair failures within scope.

7. Merge and learn: Merge through repository governance, close linked issues when the
merged behavior actually meets acceptance criteria, and update skills or instructions with
reusable lessons.

Figure 10.3: The schedule restarts the workflow at the current repository state; it does not bypass CI or
review.

10.3 A campaign record
A useful run ledger stores issue ID and goal, current branch and exact head, open PR, CI status,
tests actually run, remaining benchmark gaps and the next action. Each entry should distinguish
implemented, tested locally, CI passed, reviewed,merged and released. Those are separate
states. A branch may contain a fix that is not in master; a passed unit test does not prove physical
accuracy; a merged change may not yet be in the packaged version used by a task.

campaign:
goal: "stabilize water rich TP flash near a phase boundary"
repository: "<public NeqSim repository>"
issue: "public issue URL"
acceptance:

- "finite phase properties and material balance"
- "no unphysical branch flip under a bounded perturbation"
- "representative regression and runtime comparison"

cadence: "periodic, bounded engineering run"
next_run_reads:

- "default branch and issue comments"
- "open PR head, reviews and CI"
- "previous run ledger"

This is an illustrative campaign specification, not a built in NeqSim configuration file. A schedule
can be implemented in an approved automation host, CI platform or task service. Its authority and
credential scope must be explicit. For public repository work, use the repository’s contribution
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process and preserve review gates. A campaign should aim to finish the current coherent PR
before opening another overlapping branch.

10.4 A diagnostic example for a code campaign
Consider a living property task that suddenly reports a zero liquid density. The first campaign step
is classification, not editing the equation of state. Repeat the calculation with a minimal public
fluid and explicit (T), (P), mixing rule, phase selection and density unit. Check that the phase
exists and that properties were initialized after the flash. Compare the exact old and new NeqSim
revisions on identical inputs. If the zero arose because the caller omitted initProperties(), repair
the example, skill or API diagnostic. If the public API itself returns a zero or placeholder after a
valid calculation, write a regression that fails for that pathway and investigate the implementation.
The proposed remedy depends on this evidence.
The campaign goal might be: “Every documented liquid density pathway returns a finite, physically
plausible value or a classified error for the public regression cases.” It should include at least one
independent density reference or defensible bound, a case near a phase boundary, tests for unit
selection and an existing case that must remain unchanged. A positive finite assertion alone is too
weak: a value can be finite and physically wrong. A CI gate can enforce the structural contract,
while benchmark evidence addresses model fidelity. When the fix changes a public API or default,
the affected guide and example need revision on the same branch.

Evidence item What it establishes What it does not establish
Minimal reproducer and first
failing test

The reported path is testable
on an exact revision.

The root cause or generality of
the failure.

Focused regression after a fix The selected path now meets
its asserted contract.

Accuracy across all fluids and
regimes.

Independent property
comparison

Fidelity over the stated
validation points.

Fidelity outside the model’s
applicability.

Broader suite and formatter Compatibility with nearby
software contracts.

Absence of all numerical
regressions.

PR checks and review The exact branch head passed
the recorded gates.

Availability in a released
package or approval for a
facility.

At the next scheduled run, read the PR’s actual head and check results. If CI has failed, repair the
demonstrated failure before extending scope. If the issue is already resolved on the default branch,
run the reproducer there and record why the campaign is complete. If the accepted source change
shifts a living task’s KPI, rerun its archived baseline on both revisions as described in Chapter 11.
This is a closed learning loop, but it does not require an agent to merge code or alter an operational
baseline automatically.

10.5 What a scheduled agent can learn
The durable learning is a test, a benchmark, a documented API pattern, a skill correction or a more
informative failure classification. A private chain of thought is not a stable engineering record. An
agent that fixes a phase root selection should leave an executable regression and a note explaining
the physical regime. The next run reads that evidence and avoids rediscovering the same defect.
This is closely related to feedback based agent research, but an engineering loop must validate
against physical and software contracts, not merely verbal self assessment.
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How the two kinds of schedule con-
nect

The task schedule asks whether a particular study remains supported by current evidence. The
software campaign schedule asks whether a reusable NeqSim capability has met its develop-
ment goal. Both benefit from a persistent state and stop criteria, but they should not share author-
ity. A monitoring agent should not silently patch library code or push a PR because a KPI drifted;
a coding agent should not update a plant setpoint because CI passed.
The bridge is a verified improvement item. A task’s tooling ledger item can link a public issue
with a minimal synthetic reproducer. A merged fix changes the NeqSim commit; sense detects a
capability change, so the living task can replay unchanged baseline inputs on the new revision.
It then asks whether the difference is a software effect or new process evidence. This closes a
feedback path without confusing software correction with production benefit.

Figure 11.1: Hold inputs fixed when testing a code change; hold code fixed when testing a process change.

Change observed First comparison Appropriate action
New historian value,
unchanged code

Source quality and model
residual

Investigate data or process;
continue monitoring.

New code, unchanged
archived input

Old and new model result Validate numerical change and
update model provenance.
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Change observed First comparison Appropriate action
Both changed Four combinations of old/new

code and old/new input
Separate software effect from
evidence effect before a
decision.

New constraint or revised
brief

Goal and applicable basis Review the objective; reopen
solving with explicit scope.

11.1 A four run comparison

For a KPI 𝑦, evaluate 𝑦(𝐶0, 𝐷0), 𝑦(𝐶1, 𝐷0), 𝑦(𝐶0, 𝐷1) and 𝑦(𝐶1, 𝐷1), where 𝐶 is code and 𝐷
is the evidence set. The difference 𝑦(𝐶1, 𝐷0) − 𝑦(𝐶0, 𝐷0) isolates a code effect on the old data;
𝑦(𝐶0, 𝐷1)−𝑦(𝐶0, 𝐷0) isolates a data effect under old code. Nonlinear interactions remain possible,
so also inspect the fourth case. Record model settings and convergence status for all four. This
simple experimental design can prevent a software update from being misreported as a physical
improvement.
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State of the art and evidence of progress

Current agent research demonstrates useful patterns: interleaving reasoning and tool actions, re-
taining feedback across attempts, and evaluating agents on real repository issues. The engineering
application adds constraints those benchmarks do not settle: dimensional units, physical validity,
provenance, persistent operating data, false alarm costs, independent model checks and respon-
sibility for a facility decision. A sophisticated optimizer can still optimize the wrong objective; a
backtest can overfit a few injected faults; a successful PR can still change a model’s predictions.
The published ReAct work studies how a language model can alternate reasoning and actions
against an external environment. Reflexion studies feedback carried into later attempts through
a linguistic memory. SWE-bench frames real GitHub issue resolution as an executable software
task. Those are useful design precedents for bounded tool use, persistent lessons and issue-level
assessment [5–7]. They do not supply a thermodynamic validity test. NeqSim’s physical engine,
source version and unit-aware results must remain visible independently of the agent’s reasoning
trace. The NIST digital twin program likewise emphasizes defining requirements, validating and
maintaining models, and producing actionable recommendations [8]. This book’s living task struc-
ture is an implementation pattern for that recurring evidence problem, not an assertion that the
public reference case satisfies every digital twin requirement.
A stronger evaluation program would compare three operating modes on the same archived tasks:
an engineer’s conventional periodic review, a deterministic NeqSim monitor without agent triage,
and the same monitor with triggered agent review. Hold source data and model version fixed. Mea-
sure time to a correct diagnosis, false decisions, missed changes, review effort and reproducibility,
not simply the number of generated reports. For software campaigns, compare issue resolution
and post-merge regression rates over repeated runs, including tasks that remain blocked. Such
studies require careful sampling and independent adjudication; the present book specifies the ex-
periment rather than claiming its outcome.
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Figure 12.1: Claims should be phrased at the highest level actually supported by evidence.

Claim Evidence required
The CLI command works Command output and an inspectable cycle on

the cited version.
A detector finds selected faults Backtest with specified events, quiet periods,

delays and false alarms.
A model predicts a physical KPI Withheld or independent comparison over its

stated domain, with uncertainty.
A candidate meets a goal Validated objective, constraints, bounds and

sensitivity checks.
A plant action produced value Reviewed implementation record and

subsequent measured outcome.
An agent can maintain a campaign Repeated run evidence across merges, failures,

reviews and changing requirements.

For a live digital twin, the state of the art is not a claim that all loops must be autonomous. It
is a disciplined combination of model validation, data quality, versioned evidence, uncertainty,
bounded agent work, human decision points and measurable backtests. NeqSim’s public living
task implementation provides a concrete starting point. The breadth of its performance across
facilities remains an empirical question, not a conclusion from one synthetic station.

12.1 Evaluation measures that matter
For monitoring: detection delay, false alarms per month, missed events, source availability, re-
producibility and time to a useful diagnostic. For solving: feasible candidate rate, objective im-
provement, uncertainty, constraints, rounds and cost to reach a stop state. For coding campaigns:
issues with reproducible evidence, tests passing on the exact head, review iterations, regressions
after merge and time until a usable release. Report negative results and blocked runs; otherwise
the apparent rate of progress is biased.
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Governance and deployment

Begin with a local public CSV task and no automatic agent. Backtest it. Add a task specific model
stage with independent checks. Introduce read only external data through a documented adapter.
Schedule monitoring only after the initial task basis, source contract and alert handling are re-
viewed. Enable a bounded agent for exception triage once its permissions, runtime and output
are inspectable. A server deployment needs the same folder contract, pinned dependencies, a ser-
vice identity, failure logs and a clear owner. These are steps to verify, not a claim of production
qualification.

Figure 13.1: Reviewers examine the model, comparison and underlying evidence before accepting a new
baseline. Conceptual illustration.
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Figure 13.2: Increase autonomy as evidence, access control and review capacity mature.

The default advisory boundary is simple: the runner may compute and record, the agent may
investigate and propose, and a named reviewer decides ledger status and baseline promotion. Any
connection that can alter a physical process needs a separate control design, authorization and
operating procedure. Keep read and write permissions distinct. Never include secrets or private
source rows in public logs, figures or PRs. A public reproducible case should be generated from
synthetic or lawfully sharable data.
If a source becomes stale, the correct result may be “no conclusion this cycle.” If a stage cannot
reproduce its earlier result, stop promotion and investigate. A task should fail visibly when an
output is zero, NaN, dimensionally wrong or a placeholder, rather than making the failure look like
a valid KPI. These checks are part of the goal contract and software tests.
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Practical reference

14.1 Command map

Command Role Output to inspect
task-reference-case Create a public synthetic

learning case
New task folder and plan.

task-living Scaffold continuous state for
an existing task

Draft goal, baseline and
ledger.

task-cycle Run one monitor or solve cycle cycles/<id>/ and living report.
task-solve Repeat goal directed rounds

until a stop state
Round cycles and stop reason.

task-backtest Replay archived data without
touching live state

Backtest report and event
score.

task-schedule Preview or install periodic
monitoring

OS scheduler entry or printed
cron line.

task-ledger List or decide proposals Append only event history.
task-promote Move a reviewed cycle to the

baseline
Archived baseline and
reviewer note.

task-status Inspect one or many living
tasks

State, phase and next action.

task-report Rebuild the living or formal
report

LIVING_REPORT.md and optional
formal output.

14.2 Terms
Baseline. The reviewed set of values and provenance used for comparison. Cycle. One times-
tamped run with its source, KPI, trigger and diagnostic artifacts. Goal. A confirmed target and
constraints with explicit stop and reopen rules. Watermark. The last source time safely con-
sumed; it advances only after a suitable pull. Trigger. A recorded reason to inspect or reopen,
not a diagnosis. Ledger. Append only events for proposed, accepted, implemented and verified
improvements. Promotion. A reviewer’s decision to make one cycle the new baseline. Back-
test. Isolated replay of historical or synthetic evidence under a simulated clock. Campaign. A
recurring issue to PR software improvement workflow with a persistent engineering goal.

14.3 Reproducibility record for this book
This book’s implementation descriptions were checked against the public NeqSim default branch
and docs/development/CONTINUOUS_TASK_SOLVING.md, devtools/neqsim_continuous/cli.py, the public skill and
agent, AGENTS.md, and ImprovementCycle.java on 27 September 2026. The figures are original con-
ceptual drawings generated for the book. The original numeric examples and reference timeline
are explanatory and synthetic; the new Chapter 9 capacity and live-replay plots are generated
directly from saved NeqSim outputs. Chapter 9 adds fresh NeqSim 3.20.0 process calculations
and a twelve-cycle synthetic replay, with runtime versions, source hash, inputs and outputs in the
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accompanying source archive. Those results are distinct from the schematic reference timeline
and the previously reported CLI backtest. No live facility connection, vendor-map qualification or
autonomous-agent performance benchmark is claimed.

14.4 Further reading
1. Solbraa, E. (2026). Industrial Agentic Engineering with NeqSim. Foundations, physics,

agents and skills.
2. Solbraa, E. (2026). Agentic Engineering for Oil and Gas Facility Operations. Data, tools and

multi specialist workflow.
3. NeqSim contributors. Published Continuous Task Solving guide, guide source, living task skill,

CLI source, Java improvement cycle, and agent instructions. Source inspected September
2026.

4. NeqSim community. Community skills, continuous improvement toolkit, community agents,
and continuous task improvement agent. Accessed September 2026.

5. Yao, S., et al. (2023). ReAct: Synergizing Reasoning and Acting in Language Models. Re-
search on interleaved tool actions and reasoning.

6. Shinn, N., et al. (2023). Reflexion: Language Agents with Verbal Reinforcement Learning.
Research on feedback across attempts.

7. Jimenez, C. E., et al. (2024). SWE-bench: Can Language Models Resolve Real-World GitHub
Issues?. Issue based software benchmark.

8. NIST. Digital twins research program. Model requirements, validation, maintenance and ac-
tionable recommendations.

9. Montgomery, D. C. (2019). Introduction to Statistical Quality Control, 8th ed. Wiley. Sequen-
tial monitoring background.

10. Jones, D. R., Schonlau, M., and Welch, W. J. (1998). Efficient Global Optimization of Expensive
Black Box Functions. Journal of Global Optimization 13, 455–492. Expected improvement
background.

11. Evensen, G. (2009). Data Assimilation: The Ensemble Kalman Filter, 2nd ed. Springer. En-
semble parameter estimation background.

14.5 Image credits
The compressor photograph is DWI / Mattcmoi, Centrifugal compressor on skid, 23 January
2012, Wikimedia Commons source, licensed CC BY-SA 3.0. It is reproduced unaltered apart from
display scaling. The photograph retains that license; no endorsement is implied and its machine
is not the source of the example parameters.
The fictional offshore platform illustration in Chapter 9 was generated for this revision and is
labeled as conceptual artwork. It is not a photograph, a process drawing or an equipment-design
reference. The existing book illustrations are retained. The new process connection diagram,
capacity plot and live-replay plot were drawn programmatically from the declared model and saved
calculations. No generated compressor cutaway is used.
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